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Is Grep All You Need?
How Agent Harnesses Reshape Agentic Search
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Abstract

Recent advances in Large Language Model (LLM) agents have en-
abled complex agentic workflows where models autonomously
retrieve information, call tools, and reason over large corpora to
complete tasks on behalf of users. Despite the growing adoption
of retrieval-augmented generation (RAG) in agentic systems, ex-
isting literature lacks a systematic comparison of how retrieval
strategy choice interacts with agent architecture and tool-calling
paradigm. Important practical dimensions, including how tool out-
puts are presented to the model and how performance changes
when searches must cope with more irrelevant surrounding text, re-
main under-explored in agent loops. This paper reports an empirical
study organized into two experiments. Experiment 1 compares grep
and vector retrieval on a 116-question sample from LongMemEval

Akhil Kasturi

PricewaterhouseCoopers, U.S.
akhil kasturi@pwec.com

Elias Lumer
PricewaterhouseCoopers, U.S.
elias.lumer@pwec.com

Vamse Kumar Subbiah

PricewaterhouseCoopers, U.S.

with agent architecture and tool-calling paradigm in end-to-end
agentic workflows remains poorly understood. Despite growing
adoption of agentic search [1, 7, 24], existing research evaluates
retrieval strategies largely in isolation from agent architecture. The
information retrieval community has extensively benchmarked lexi-
cal and dense retrieval methods [4, 13, 23], and has studied retrieval
quality, chunking, and reranking in standalone pipelines [5, 26].
Yet, these evaluations typically assume a fixed pipeline where re-
trieved documents are concatenated into a prompt, ignoring the
iterative, tool-mediated retrieval loops that characterize modern
agentic systems [17, 19]. In practice, agents receive ranked lists but
do not treat them as terminal: they decide what to search, how many
queries to issue, and whether the retrieved results are sufficient or
require further refinement, all mediated by the agent harness and




1) Keep it simple stupid
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What you think you need:
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How does my agent do across
success criteria I've set.



2) Always Start From The User
Experience And Work
Backwards



What do you actually need!






“If you are going to make a lot of state changes, having
them all happen inline does have advantages; you should
be made constantly aware of the full horror of what you are

doing.” - John Carmack







3) Make sure you see the full
state of the context window.



What do you actually need!









You think you solved the problem but you didn’t



4) Run evals first



1) Keep It Simple Stupid
2) Always Start From The User Experience
3) Always look at the final state of the prompt
4) Run Evals First



